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Abstract:

This study aims to improve human-Artificial Intelligence (Al) ad-hoc cooperation. Building
upon Charakorn et al., 2023, this study introduces imitation learning as a possible alternative to
traditional reinforcement learning (RL) for training cooperative agents. This study focuses on
perfect information, full observability environments, specifically the Multi-Recipe Overcooked
Environment as introduced in Wu et al. and expanded upon in Charakorn et al., 2023. By
imitating random agents produced using the Learning Incompatible Strategies (LIPO) method as
detailed in Charakorn et al., 2023, as opposed to simply training with them, imitation learning is
tested as an alternative to traditional reinforcement learning. Although imitation learning was
found to be less effective than traditional RL, this study offers possible insights to the impact the
layout of an environment can have on the nature of cooperation, and how the complexity of the
task and environment impact success rates. This research also adds to the body of knowledge

about cooperative Al, a relatively new field (Bard et al.).



1. Introduction

Artificial Intelligence (Al) is a field of computer science which seeks to create programs that
can mimic human intelligence (Sutton et al.). From emergency response vehicles (Zhao et al.,
2022) to the medical field and financial decisions (Sutton et al.), Al is being used in a myriad of
applications.

Ad-hoc human-AlI cooperation remains a problem unsolved by Al (Bard et al., 2020). This
means that when humans and Al algorithms need to cooperate, they often struggle (Bard et al.,
2020). However, this form of cooperation is essential to the application of Al in the
human-centric world (Bard et al., 2020). Human nurses and physicians need to cooperate with
Al-controlled medical machines. Self-driving cars need to cooperate with human drivers. (Bard
et al., 2020). As such, this paper proposes a new method for human-Al ad-hoc cooperation.

The remainder of Section 1 will describe previous methods used for human-Al ad-hoc
cooperation. Section 1.1 will describe Reinforcement Learning, 1.2 will describe imitation
learning, 1.3 will describe the Learning Incompatible Strategies (LIPO) method from Charakorn
et al., 2023, and 1.4 will describe cooperative environments. Within 1.4, 1.4.1 will describe the
popular Hanabi Learning Environment as described in Bard et al., and 1.4.2 will describe the
Overcooked Environment as described in Carroll et al., as well as the environments based on the
Overcooked Environment. 1.4.2.1 will describe the Multi-Recipe Overcooked environment as
presented in Wu et al. and expanded upon in Charakorn et al., 2023, and 1.4.2.2 will describe the
procedurally-generated Overcooked-inspired environments as introduced in Fontaine et al. 1.5

will state the goals and purpose of this study.



Section 2 will describe a new method for human-Al ad-hoc cooperation, and how the model
was trained and tested. Section 3 will present the results of the method, and Sections 4 and 5 will
conclude the findings of the research and discuss future work, respectively.

1.1 Reinforcement Learning Overview

This paper, as well as many others, use Reinforcement Learning (RL) to create their
algorithms. RL is a field of AI which seeks to create an agent, or a decision-making algorithm,
to accomplish a goal (Sutton et al.). The performance of the agent in a run can be expressed as a
number, where a better performance is a higher number, and a worse performance is a lower
number (Sutton et al.). This number is called the reward (Sutton et al.). Thus, the goal of a
reinforcement learning agent is to make decisions which maximize the reward (Sutton et al.).

The way the agent makes decisions is by using a set of rules called a policy (Sutton et al.).
The agent is capable of taking observations, taking actions, and receiving rewards. After rewards
are received, the policy is adjusted using a reinforcement learning algorithm to maximize the
reward in the future, should the same observation, or a similar observation, be seen in the future

(Sutton et al.). The process is seen below in Figure 1.
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Figure 1 displays a simplified version of the reinforcement learning cycle. The agent is
shown as both the policy and the reinforcement learning algorithm. The policy is capable of
taking inputted observations, O, about the state of the environment, and returning an action, A,
which is the decision made based on the observation. The reinforcement learning algorithm is
capable of receiving a reward, R, and updating the policy based on the reward to maximize R,in
the future (DeepMind, 1).

The final part of the reinforcement learning cycle is the environment. The environment is the
space the agent exists in. It takes A, as an input, and based on the environment’s state, returns O,
to the policy and R, to the algorithm. A changes the state of the environment, or the condition of
the environment, which determines O, and R, (DeepMind, 1). Actions change the state of the

environment (DeepMind, 1)..



One cycle takes one timestep, or t. In this timestep, the agent takes an action which may
manipulate the state, then receives a reward and observation, which are used to change the policy
and make the next decision. There are many timesteps in a single run, and the sum of the rewards
accumulated throughout the run are the total rewards for the run. This total reward is used in
other applications and methods (DeepMind, 1).

1.2 Imitation Learning Overview

Imitation Learning is a subsection of Reinforcement Learning and Supervised Learning.
Supervised Learning is a field of AI which uses pre-generated data to train agents (Sutton et al.).
Imitation Learning seeks to create an agent which is able to imitate the actions of another
decision-making entity, usually a human. This other entity which the agent is trained to imitate is
called the expert. In short, the expert generates a series of observation-action pairs which are
used to train the agent. For each observation, the agent is given a reward according to how close
its action was to the expert’s action. In this way, the goal of the Reinforcement Learning agent is
set to be to mimic, or imitate the expert’s actions after each observation. (Codevilla et. al)

1.3 Learning Incompatible Strategies (LIPO) Overview

Learning Incompatible Strategies (LIPO) is a method from Charakorn et al., 2023 which
seeks to create a set of diverse training partners for Reinforcement Learning training. Charakorn
et al., 2023 posits that strategies which are incompatible are different. As such, Charakorn et al.,
2023 devises a method which creates agents which are incompatible, and therefore different, to
make a diverse population of random agents. These agents are later used as training partners for
the RL Generalist agent, giving the Generalist exposure to many diverse strategies it may need to
cooperate with. This helps to alleviate the issue of agents being inflexible to human

suboptimality, as humans often take suboptimal, inefficient actions which are not taken by
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automated training partners. As the Generalist trains with the semi-random partners, it learns
about that partner’s sub-optimal policy, and is able to perform better if it encounters that strategy
later (Charakorn et al., 2023).

1.4 Environments

Agents are often trained in virtual environments modelled after games (Bard, Foerster et al.).
Chess and Poker were used to train adversarial Al, however, cooperative environments are often

newer and not modelled after such popular games (Bard, Foerster et al.).

1.4.1 The Hanabi Learning Environment

One of the first cooperative environments was the Hanabi Learning Environment, introduced
in Bard, Foerster et al., which was modelled after the card game Hanabi. Hanabi is a unique
environment in that not only does it have cooperative elements, but also has imperfect
information. This means that each player is not given full state information, so the observation of
each agent at time t, O,, differs from the state of the environment at time t, S,. Since O, # S, each
agent must give and receive information to its teammates implicitly. In Hanabi, information
about certain cards can be given sparsely by using in-game resources, however the act of giving
a hint about a card can imply other information, such as whether or not the card is playable and
therefore whether the card should or should not be played. Bard, Foerster et al. analyzes common
strategies for the imperfect information challenges Hanabi proposes (Bard, Foerster et al.). While
this paper does not use the Hanabi Learning Environment, it is important to recognize that the
issue of human-Al ad-hoc cooperation is a separate challenge from imperfect information, even
though the two are often connected. This paper focuses on solving exclusively the issue of

human-AlI ad-hoc cooperation in perfect information settings.
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1.4.2 The Overcooked Environments
Another popular cooperative environment is the Overcooked Environment, introduced in
Carroll et al., which was modeled after the popular video game Overcooked. Figure 2 below

shows a graphic of the Overcooked Environment.
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Figure 2, The Overcooked Environment (Carroll et al.)

The Overcooked Environment features two players, usually a human or human-proxy with an
agent, who cooperate. The goal of the agent and the human are to score points in a certain
amount of time by delivering soup items to the soup serving location within the environment. To
do so, the agent and human must take onion items from the onion dispenser location and place
them in pot locations. After a certain amount of time, the pot’s state changes from holding onions
to cooked soup, which can be interacted with a dish item to create a finished soup dish. This dish
can be placed in the soup serving location to earn points (Carroll et al.).

This environment is deceptively simple. Agents who undergo self-training often form
stubborn behaviors and patterns depending on the layout they were trained on. This leads to
inflexibility when performing with human partners, who often make unpredictable, suboptimal

choices, leading to poor cooperation (Carroll et al.).
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The environment’s layout heavily influences the most optimal strategy, and how complex
coordination must be to succeed (Carroll et al.). The layouts from Carroll et al. are shown below

in Figure 3.

Figure 3, Experimental Overcooked Layouts (Carroll et al.)

While Carroll et al. delves further into depth into the differences in each layout and the issues
they present, it is evident that an environment such as the layout to the far left is less complex
than the layout directly to the right of it (Carroll et al.).

It should be noted that the Overcooked Environment, and the environments modelled after it,
which are covered in the remainder of 1.4.2, are perfect information environments, where O, = S,
(Carroll et al.). This makes it different than Hanabi, which was an imperfect information
environment, where O, # S, (Bard et al.).

1.4.2.1 The Multi-Recipe Overcooked Environment

An extension to the Overcooked Environment is the Multi-Recipe Overcooked Environment
as presented in Wu et al., which was extended in Charakorn et al., 2023, which this paper uses.
This Multi-Recipe Overcooked Environment, as the name states, features multiple possible
recipes that can be made simultaneously from the same ingredients. It proves to be a much more
complex environment than the original Overcooked Environment for this reason. Figure 4
displays an overview of the Multi-Recipe Overcooked Environment as used in Charakorn et al.,

2023, including an example of an initial state and an overview of all possible recipes.
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Figure 4, Overview of the Multi-Recipe Overcooked Environment (Charakorn et al., 2023)

It should be noted that Tomato and Carrot strategies are harder than those without these
ingredients, since there is an additional step of passing the ingredients over the counter
(Charakorn et al., 2023).

1.4.2.2 Procedurally Generated Overcooked Environments

In real applications, agents should not only be able to cooperate with a diverse pool of agents,
but also within a diverse pool of environments. As such, Fontaine et al. introduces a method of
generating new layouts for Single-Recipe Overcooked-inspired environments. These randomly
generated environments are similar to human-designed ones, solvable, and are diverse (Fontaine
et al.). While not used in this study, it is important to make the distinction between flexibility
with respect to environments and flexibility with respect to cooperative partners. This paper

focuses only on improving flexibility with respect to cooperative partners.
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1.5 Statement of Purpose

This study seeks to improve upon ad-hoc human-Al cooperation in more complex settings,
where ad-hoc human-Al teams perform worse than human-human teams (Charakorn et al.,
2023). To do so, this study proposes a new method for training RL agents for use in the
Multi-Recipe Overcooked Environment as expanded upon in Charakorn et al., 2023. This new
method is an expansion of the LIPO method used in Charakorn et al., 2023, and uses imitation
learning tools to add to the goal of the agent. It was hypothesized that by using imitation learning
in addition to traditional RL methods in setting the reward function of the agent, the agent would
better generalize the policies of the LIPO agents. Thus, this newly trained agent should be able to
better cooperate with more diverse partners, leading to better performance with both
human-proxy models and real humans. This ability to cooperate with multiple partners is called
robustness, and this study seeks to improve the robustness of cooperative agents.

By improving human-Al ad-hoc cooperation in the Multi-Recipe Overcooked Environment,
a relatively complex environment, applications in industry can be improved. Since this agent is
extremely similar to previous agents, implementation in industry should be easy, should the user
wish to switch from a previous agent to this new agent.

2. Methods and Materials

Figures 5 and 6 below show the steps taken to train and evaluate the agent. In short, this

study seeks to create an imitation-learning based agent which imitates LIPO-generated

agents. LIPO-generated agents form in pairs, with each pair containing two agents which

cooperate well together, but each agent not performing well when not in its original pair. It

was hypothesized that since LIPO-generated agents cooperate well within their own pairs,

they should be able to cooperate with other suboptimal strategies when they are encountered.
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Figure 5, Overview of the Steps Taken to Create and Debug the Training Method

Figure 6, Overview of the Training and Testing of an Agent Trained to Mimic LIPO-Generated

Partners

2.1 Creation of the Training Method
The first step was to create a training method that uses imitation learning to train an agent
based on the actions of a set of previous runs. To do so, an agent was trained to mimic simple

Specialist Agents.
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2.1.1 Collection of Offline Data from Specialist Agents

Firstly, offline data was collected from Specialist Agents. These Specialist Agents, or
Specialists, were simple agents trained in the Multi-Recipe Overcooked Environment to perform
a single recipe. Thus, it had minimal robustness, making the policy of the agent extremely
simple. These Specialists were provided by the mentor to the student scientist, as they had been
used in previous projects by the mentor. To collect offline data, a Jupyter Notebook was used to
allow the agents to simulate 7000 runs with each other, recording each action taken by each
agent in each run. A notebook previously used by the mentor for a similar task was provided by
the mentor, and the student scientist adapted this notebook to suit the needs of the project. This
data was recorded in Python Pickle (.pkl) files.

2.1.2 Training an Agent to Mimic Specialists

After offline data was collected, an agent was trained to mimic the specialists. The student
scientist added a new training method to a pre-existing agent class, according to specifications
given by the mentor. The new training method used pyTorch Imitation Learning tools to create a
simple supervised learning objective. In short, the agent was trained to mimic the actions of the
specialists by setting the collective A, of the Specialists to be the highest possible reward given
the state S;. The closer the action of the trained agent is to the Specialists’ collective actions at
each state, the higher the reward. In this way, the trained agent learns to mimic the actions and
policies of the Specialists.

The purpose of this step was to verify that the training method ran without errors. While it
was entirely possible to skip step 2.1, it was easier to create the training method with the
Specialists due to the simplicity of the policies and the organization of the Specialists being

extremely simple.
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2.2 Training an Agent to Mimic LIPO-generated Training Partners
Step 2.2 uses the training method created in 2.1 to train a second agent. Step 2.2 is extremely
similar to Step 1.1 in that both include gathering offline data of agents and using the training

function. Truthfully, 2.2 is mostly applications of code written in 2.1 to fit the LIPO partners.

2.2.1 Collecting Offline Data from LIPO-Generated Partners

Step 2.2.1 is extremely similar to 2.1.1. The notebook from 2.1.1 was mildly changed to
collect offline data from LIPO-Generated partners, which were diverse partners provided by the
mentor to the student. Offline data was generated from the LIPO-generated partners for use in
step 2.2.2.

2.2.2 Training an Agent to Mimic LIPO-Generated Partners

The same training method from step 2.1.2 was used with the offline data from step 2.2.1 to
train an agent using imitation learning to mimic the behavior of LIPO-Generated Partners. An
agent was created to be used in step 2.2.3.

2.2.3 Collecting Offline Data from the LIPO-Trained Agent

In this step, offline data of runs including the LIPO-Trained Agent created in step 2.2.2 and a
specialist from step 2.1.1 was collected. This data is discussed in section 3. The notebook from
steps 2.1.1 and 2.2.1 was copied and slightly modified to collect this data.

3. Results and Discussion

3.1 Results

In summary, this study’s proposed imitation-learning based method was not better than
existing RL methods. Figure 7 displays the display rates and standard deviations over 3 runs with
Specialist Partners for Imitation from LIPO partners and RL from LIPO partners, as used in

Charakorn et al., 2023.
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Figure 7, Success with Specialists vs Training Method. Success rates are shown for each team,

and the standard deviations across three test runs in parentheses.

As seen above, Imitation Learning from LIPO data is worse in each possible team than RL

with LIPO.
3.2 Discussion

While the results of this study were negative, there are still many valuable and interesting

observations that can be taken from these findings.

3.2.1 High Standard Deviations for Imitation-Lettuce, Imitation-Onion, and
Imitation-Tomato Lettuce Teams

It should be noted that the high standard deviation for the Lettuce, Onion, and Tomato
Lettuce Specialists with Imitation from LIPO data are likely the cause of the roles of the partners
shifting. In the Multi-Recipe Overcooked Environment, one agent gets access to Lettuce, Onion,

and the chopping station (Chop Side Partner), while the other gets access to Tomato, Carrot, and

the serving station (Serve Side Partner).
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3.2.1.1 High Standard Devotion for Imitation-Lettuce and Imitation-Onion Teams

When a Lettuce or Onion Specialist is on the Serve Side, their policy states to move chopped
Lettuce or Onion to the serving station. However, if neither ingredient is passed by the Chop
Side Partner, there is incredibly poor performance. However, should the Specialist be placed on
the Chop Side, their policy states to pass over their chopped preferred ingredient to the Serve
Side Partner. Since it is always advantageous, though not optimal, to pass over a finished recipe,
the Imitation Agent was likely able to achieve some points when it was on the serve side, since it
was able to score using the Onion or Lettuce passed over. Which partner is on which side could
have possibly impacted the performance of the team on that run, leading to a higher standard
deviation between runs.

3.2.1.2 High Standard Deviation for Imitation-Tomato Lettuce Teams

A similar logic can be used to hypothesize as to the reasoning behind the high standard
deviation for the Tomato Lettuce-Imitation team. A Tomato Lettuce Specialist on the Serve Side
passes over Tomato to be chopped but will not serve recipes other than Tomato Lettuce Salads. If
the Imitation agent on the Chop Side does not pass over Tomato Lettuce Salads, instead
attempting to create Onion-based items, or anything but Tomato Lettuce Salads, no points will be
scored. However, if the Tomato Lettuce Specialist is on the Chop Side, it will pass over Chopped
Lettuce, and possibly create Tomato Lettuce Salads if it is presented with Tomato. Since it is
guaranteed that the Imitation agent on the Serve Side will receive a servable item, the team will
score points. Again, which partner is on which side could have possibly impacted the

performance of the team on that run, leading to a higher standard deviation between runs.
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3.2.2 Extremely Low Relative Performance with Imitation-Lettuce and
Imitation-Tomato Lettuce Teams

3.2.2.1 Extremely Low Relative Performance with Imitation-Tomato Lettuce Teams

Tomato Lettuce Salads are naturally the most complex recipe due to the nature of the layout
of the Multi-Recipe Overcooked Environment. They require Tomato to be passed over, both
Tomato and Lettuce to be chopped, the two to be combined, and then for the dish to be passed
over once again. It is also the only recipe which requires an ingredient from each side. Further
research should be conducted to determine how agents interact in such complex cases.

3.2.2.2 Extremely Low Relative Performance with Imitation-Lettuce Teams

Chopped lettuce is one of the simplest recipes in the environment, equal in complexity to
Chopped onion. However, Chopped Lettuce is the only Chop Side ingredient which is both a
standalone recipe and an ingredient to a complex recipe (Tomato and Lettuce Salad). The exact
interactions are unknown, and further research should be conducted as to how the layout and

complexity of the environment shapes interactions.

3.2.3 Overall Lower Performance of Imitation Agent vs. RL Agent
Imitation Learning in such a simple form often performs poorly compared to RL due to

issues with diversity among the LIPO-generated offline data. LIPO partners inherently work
together well but are specialized within their pairs to do so. As such, the Imitation Agent likely
learned policies that are too hyperspecialized to work with other LIPO policies to be applicable
to the specialists. Because LIPO policies always work together well, they do not have to be
robust strategies, as they are purposefully incompatible with other pairs. As such the policies
learned by the Imitation Agent were likely suboptimal compared to the policies learned through
traditional RL training, since the RL agent had to learn to cooperate with each LIPO policy

independently, while the Imitation Agent was only trained on agents within their pairs
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4. Conclusions

This paper attempted to improve ad-hoc human-Al cooperation. It attempts to use imitation
learning as a viable alternative to traditional RL for these purposes and tests the two methods in
the Multi-Recipe Overcooked Environment. The Imitation Learning agent did not do as well as
the traditional RL agent when paired with Specialists, who had suboptimal, non-robust strategies
which are similar to possible human strategies.

5. Future Work

In the future, implementing Multi-Recipe Overcooked Environments inspired by Wu et al.
and Charakorn et al., 2023 with procedurally generated layouts such as in Fontaine et al. is
interesting. Since the layout of the environment impacted the results of certain teams in this
paper, training and testing on a variety of layouts may give further insight into how best to train
agents. Mapping interactions using methods similar to the ones introduced in Nalepka et al. may
provide further insight into how agents interact and delegate roles to unknown partners in perfect
information settings.

In addition, using a more complex Imitation Learning algorithm, such as the DAgger
algorithm introduced in Ross et al. may prove more successful than this extremely simple
imitation learning algorithm. While more computationally expensive, it may prove more

effective than current RL methods.
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